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PROJECT

Recent progresses in machine learning in general and especially in deep learning make it
possible to include this technology in more and more autonomous vehicles. However, before this

possible future becomes reality and our roads are made safer with algorithms replacing human

4 E X a C't att a C k S drivers, it is necessary to know how to prove the quality of the decisions made.
|

This project aims at strengthening local research dynamics about safety issues associated

with the use of artificial intelligence in mobility. To achieve this goal, the project will endeavor

to formalize the problem, to propose algorithms to solve it and to demonstrate its feasibility

https://chaire-raimo.github.io/
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ImageNet progress time line
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Autonomous vehicles: when?

According to Elon Musk: planned for 2014, 2015, 2016, ..., 2020, 2021, 2022,
autonomous cars are now expected in 2023

One day Elon Musk will be right...

Elon Musk removing his hands from the wheel with Autopilot engaged during an interview (Bloomberg, 2014).

mmmmmm .com/vroom/972975-tesla-prevues-en-2014-2015-2016-2018-2019-2020-2021-et-2022-
les-voitures-autonomes-sont-maintenant-promises-pour-2023.html



ADAS Al components
(e.g. OpenPilot) 44 @ 4.2 mi

| S South
mph Downtown

Diving agent
* Automated lane-centering
* Adaptive cruise control
* Assisted lane Change 12:27pm 21min 17.4mi

Attentive Distracted Distracted

Driver monitoring system
» Safety concerns

Anti Collision System
» Safety concerns




Tesla’s perception module

1 Featu re eXtraCtor' baCkbone 8 Cameras 3-Dimensional “Vector Space”
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2. Multl scale feature fusion
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-

3. Multi camera fusion

4. Time filtering

5. Multi task decision module

o Item location (cars, pedestrian...)
traffic signs (Stop sign, traffic light...)
lane prediction

O O O



Tesla’s perception module

1. Feature extractor: backbone ResNet50 (2020), RegNet (2021)
(from a CVPR 2020 Facebook paper)
2. Multi scale feature fusion EfficientDet
(from a 2019 Google paper)
3. Multi camera fusion Transformers
(from a 2020 Facebook paper)
4. Time filtering LSTM (recurrent neural network)
NIPS (1996)
5. Multi task decision module Hydranet
o Item location (cars, pedestrian...) CMU & Google (2018)
o traffic signs (Stop sign, traffic light...)
o lane prediction
O

This perception module contains: 48 networks, 1,000 outputs tensors, 70,000 GPU h to train
performs 40 prediction per second
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Attacks

8l ¢

@

Eykholt et al, Robust Physical-World Attacks on Deep Learning Visual Classification, CVPR 2018

SN

Zhang et al., CAMOU:

a 35 mile per hour sign
as 85 miles per hour

https://www.mcafee.com/blogs/other-blogs/mcafee-1labs/model-hacking-adas-to-pave-safer-roads-for-autonomous-vehicles/
Nassi et al., Phantom of the ADAS: Securing Advanced Driver-AssistanceSystems from Split-Second Phantom Attacks, 2020
Qayyum, et al., Securing Connected & Autonomous Vechicles: Challenges Posed by Adversarial ML, IEEE Communications, 2019




Intriguing properties of neural networks,
Szegedy ICLR 2014

Figure 5: Adversarial examples generated for AlexNet [9].(Left) is a correctly predicted sample, (center) dif-
ference between correct image, and image predicted incorrectly magnified by 10x (values shifted by 128 and
clamped), (right) adversarial example. All images in the right column are predicted to be an “ostrich, Struthio
camelus”. Average distortion based on 64 examples is 0.006508. Plase refer to http://goo.gl/huaGPb
for full resolution images. The examples are strictly randomly chosen. There is not any postselection involved.

Adversarial examples

12



Classification model

A classification model (e.g. Neural Network) with ¢ output nodes

F L & - [
X [ e

The associated classification (or decision function)

Cr(x) = argmax fi(x)

;q / \ f(x)
o, S
K= ‘l;@ fi(x) — Cr(x) € {L,....c)
AR ,'« fc(x)/
XN\

input X output f classification Cr

1
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Adversarial examples

Definition (Generic adversarial)

ar « Is an adversarial example of f at x if ar , is a valid input close to x and

Cr(x) # Cr(ary) thatis c* = argmax fi (x) # argmax fi(af x)
k=1,...,c k=1,....c

Input Model Activations Output

Adversarial | Legitimate

form Papernot et al., 2016

Definition (Specific (or targeted) adversarial)

ar « ¢, 1S a specitic adversarial example of f at x for the adversarial targeted
class t, if ar« ¢, is a valid input close to x and

for(afxt,) +a@ < fi.(afxe,) With ¢* = argmax fi (x)
k=1,....c

14



Adversarial noise

Definition (adversarial noise (or perturbation or distorsion))

A vector Ar is an adversarial noise of f at x if

df x — X T Af,x

Is an adversarial example for f at x

Given ar x the associated adversarial noise is Afy = x — ar

Definition (Universal adversarial perturbation)

A perturbation Af is a universal of f if, forany x € X, ar = x+ Af is a
generic adversarial example for f at x, that is

IP(Cf(X) 7 Cf(X -+ Af)) large

15



Adversarial transfer

224
> dense dense
dense
3 13
9 ﬁ % o BEb
2 3 13 3 13
mOdel f 384 1000
Max Max 4096 4096
% Max pooling pooling
Stride g
3 0f4

Definition (Adversarial transfer)

An adversarial example ar x of classification model f at input x adversarially
transfers on model g if

Cg(x) # Cglarx)

Goodfellow et al., Explaining and harnessing adversarial examples, ICLR 2015




3 components to define adversarial examples

@ a valid example a € X (feasible solution)
@ adversarial close to x: D(x, a) a dissimilarity measure (a distance)

@ argmax fx(Xx) # argmax fx(a): adversarial loss L,
k-1 ¢ k-1 ¢

L R R 5 R
£l e e

> training class: ¢* = argmax fx(x) with training pair
K1 €

Polen — mng(f(a), ohe(c™))

> & - Chanibhd 0] — L(f(a), ohe(t,))
k=1 = C

17



Generating adversarial examples in one step

Evasion Attacks against ML at Test Time Biggio, et al., ECML 2013

min f«(a
{ ackx ( ) (1)

subject to |[x —al| <6 .
One step projected gradient descent (p large enough)

arx = Proj 4. (x — p Vifi(x)) With. 4 {a cX||x—al < 5}

Fast Gradient Sign Method (FGSM), (l. Goodfellow et al, ICLR 2015)

max J(f(a),t training loss
The problem, given (x, t) acX (F(@).1) :
subject to |[x —a|| <9

Fast Gradient Sign Method (FGSM) (p = 7, .1 or .007)

a = X + psign(VXJ(f(x),t)>

18



Adversarial Attack as an optimization problem
Carlini & Wagner (CW), 2017
min D(x, a)

Specific attack: Given x and t, # ¢’ acX
subject to (Cr(a) = t;,

Define an objective function L such that Cr(a) = ¢, iff L(f(a),t3) <O

3t D(x.a) min D(x,a) + A L(f(a), ta)
subject to L(f(a),t,) <0 acd

@ stochastic gradient descent solver (SGD is slow, use GPU)
o compare 3 D(x,a) = |[x — al|p, ¢2, o and /., attacks

@ compare 7 objective function L

and the winner is the Carlini & Wagner ¢, attack

Euclidean distance ¢, and the hinge loss (with confidence «)

L(f(a),ta) = max|a — (f,(a) — = f(a)), 0]

19



Multi-step (iterative) approach

lterative FGSM, (PGD) (Kurakin et al, ICLR 2017)

_ max J(f(a), c*) training loss
The problem, given (x, c*) acX ‘
subject to ||x —al| < 0

The i-FGSM (PGD) proposed solution: build a sequence with (small) p;

dg = X
{ aji 1 = Proj4. (a,- + pj sign (VXJ(f(a,-), c*))

@ p chosen to change the value of each pixel only by 1 on each step
@ due to the non concavity, it only converges towards local maxima

o i-FGSM is equivalent to (the /., version of) Projected Gradient
Descent (PGD), Madry et al., ICLR 2018 (sign?)

20



Multi-step (iterative) approach

...WIth hyperparameters to tune
lterative FGSM, (PGD) (Kurakin et al, ICLR 2017)

| max J(f(a), c*) training loss
The problem, given (x, c*) aEX ‘
subject to [[x —al| <9

The i-FGSM (PGD) proposed solution: build ith (small) p;

- Stepsize? When to stop?

a
{ a?ﬂ = Proj4_ (a,- gn (ij(f(a,-), C*))

@ p chosen to change the value of each pixel only by 1 on each step
@ due to the non concavity, it only converges towards local maxima

o i-FGSM is equivalent to (the /., version of) Projected Gradient
Descent (PGD), Madry et al., ICLR 2018 (sign?)

21



Parameter-free Attacks
Croce & Hein, ICML 2020

1.19
Auto-Projected Gradient Descent (APGD)

« automatic tuning of the hyperparameters 117
* Inspired from AutoML techniques
- exploration s }g ,
- halving Il
AutoAttack 113 i
Combine 5 different Attack algorithms 12 b

0

- -—— e—

!
200

_— » — — »

- -step=¢/100

- =step=¢/25

- -step=¢/10
step=«/4
step=¢/2
step=¢/1
step=2.

400 600 a0 1000
iterations

22



Torchattacks implementation

O & https://adversarial-attacks-pytorch.readthedocs.io/en/latest/index.html

ANR_IA Sci-Hub == Pléiade ViaTrajectoire acce... GDS Ecoinfo A, 2022.ecmipkdd gl FoE Overleaf

A
A

e Attacks

o VANILA

o GN

o FGSM

o BIM

o RFGSM

o PGD
Attack o EOTPGD (EOT + PGD)
Attacks o FFGSM (Fast's FGSM)
e o TPGD (TRADES’ PGD)
o MIFGSM
o UPGD
o APGD
o APGDT
o DIFGSM

Advertising to Engineers? Reach devs o TIFGSM
by advertising across developer o Jitter
resources like this site

# torchattacks

Search docs

o NIFGSM

~ h~minc




Driver monitoring model under attack!

Attentive

o Input: YUV 420 (6 channels)

» EfficentNet b0 architecture
» Tan et. al. (Google), ICML
2019

e Output: 45-features (03/22)

» Face position (12 values)
Eyes positions (8 values)
sunglasses

visible face probability
blinking

Yy v v VY YV

@ Training data: fine tuning

> pytorch inside
» Qualcomm Snapdragon 845



Datasets: Pandora & Driving Monitoring Dataset

/g

Figure 3: Example of images extracted from the DMD Dataset.

Distracted correctly detected:10495 in Pandora and 12615 in DMD.

Borghi, Guido, et al. "Poseidon: Face-from-depth for driver pose estimation." Proceedings of the IEEE conference on computer vision and pattern recognition. 2017 .
Ortega, J. D. et al. DMD: A Large-Scale Multi-modal Driver Monitoring Dataset for Attention and Alertness Analysis. Computer Vision - ECCV Workshop, 2020.



Attack performance

* Accuracy on original data: 100%

* Attack settings:
torchattacks

©)

* Accuracy on adversarial data:

Accuracy

100
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20

FGSM _ Pandora
PGD Pandora

AutoAttack:Pandora

eps(/255)

100
80
60
40
20

FGSM_DMD

PGD_DMD
APGD DMD =
AutoAttack DMD —=—

]L

eps(/255)

Original

Perturbation

Adversarial



Attack performance

* Accuracy on original data: 100%

* Attack settings:
torchattacks

©)

* Accuracy on adversarial data:

Accuracy
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|
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100 % Distracted

100 % Attentive



Track the progress In adversarial robustness

ROBUSTBENCH

Show 15

Rank “

https://robustbench.github.io/#leaderboard

Ea Plélad ; t acC 5DS Ec f A 2022 ecmipke B8l FoE Jverleaf M ECM

| eaderboard: CIFAR-10, /.,

entries

AutoAttack
Standard
Method robust
accuracy
accuracy
Fixing Data Augmentation to Improve
Adversarial Robustness
92.23% 66.58%
66.56% robust accuracy is due to the original evaluation
(AutoAttack + MultiTargeted)
Improving Robustness using Generated
Data
It uses additional 100M synthetic images in training. 66.10% 88.74% 66.11%
robust accuracy is due to the original evaluation (AutoAttack
+ MultiTargeted)
Uncovering the Limits of Adversarial
Training against Norm-Bounded
Adversarial Examples 01.10% 65.88%

65.87 % robust accuracy is due to the original evaluation

L eaderboards

Paper

= 8/255, untargeted attack

Best known
robust
accuracy

66.56%

66.10%

65.87%

FAQ

AA eval.
potentially
unreliable

Extra

150 %

Contribute

Model Zoo ¥

o
0 Ei . imite |A
Search:
Architectur
e

WideResNet-7
0-16

WideResNet-7
0-16

WideResNet-7
0-16

Venue

arXiv, Mar
2021

NeurlPS
2021

arXiv, Oct
2020
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3 formal ways to search for adversarial examples

@ Minimizing the Adversarial Distortion (Bunel et al., NeurlPS 2018)

. . B .
{ min (x,a) Ix—al

subject to  L(f(x),f(a)) > a = /'3335 el A (2)

@ Maximizing the adversarial loss (Wong & Kolter, ICML 2018)

max Hedbe A0 = AE ey
e

ackX
SThiCeaided EBIEE R

© Robustness as a verification problem (Katz et al, CAV, 2017)
A classifier f is robust to perturbations on x if and only if:

Va € Ay, (s = f(a)) = P(s)

Ay ={a € X | D(x,a) <4} 2 — max s e (4) .



The particular case of a one hidden layer MLP

z = ReLU(Wx + f3

S

2 -
</ _
- sk

\ /s
W V
1

)
s=Vz+ v
| o

Xp

1,5

The Neural Network function f with ¢ output nodes
h = Wx+ 03,

z = max(h,0)
f(x) =s =Vz+r

The associated classification (or decision function)

Cr(x) = argmax s

31



Formal verification as an optimization problem

©@ Minimizing the Adversarial Distortion

min Ix — al|°
ac[0,1]”
min |x — al| subjectto h= Wa+p
{ suabej[gc,:{c]pto max fi(a) > fo«(a) z = max(h,0)
k#c*l( . £ v

k#c*



Formal verification as an optimization problem

©@ Minimizing the Adversarial Distortion

min Ix — al|?
ac(0,1]P

{ min Ix — al| subject to h =1W/a + §
Alsiloeinigel Girb D i 2R
upj k;éc)fk() c+(a) & 1 ~

33



The ReLUplex

Lomuscio, Maganti, Katz et al, 2017

the RelLLU can be formulated as a set of linear constraints
Given M, > ||h||s and binary variables b € {0,1}€

z; > 0, r=1....e
N ZiSMrbia r=1,....€
z = max(h, 0) At zi <hi+M(1-b;), i=1,...,e
Zizhiv I = RN
o 8 o
bi:]' <:>Zi:hi20
o

34



Exact search for adversarial examples as a MIP
Thanks to the ReLUplex,

L Ix —al|5
_ = be{0,1}¢
ae”["o'f}]p [x —all3 subject to h = Wa+f
subjectto h= Wa+ 8 z; > 0 . 1 c
z = max(h, 0) Zz, WD ¢ 1 e
s= Vz+~ 2 e by L e
maxs; > S; z, =1
Lo s=Vz+~y
Maxs; > S;*
i i*
x al o be ol VLD
x — al|3 MIQP
X — allo MILP with more binary variables

— max, convolution, pooling can also be linearized



Mixed integer linear program (MILP)

@ linear cost
@ linear constraints

@ integer and continuous variables

Definition (mixed integer linear program — MILP (canonical form))

min J(a,b) = wta +d'b <— linear
acRP, beNd
s.t. Aw + Bz < ¢ <— linear
w > 0,

for some given w € RP,c € R, Aec R™P, B € R™*9 and d € RY.

@ A mixed binary linear program is a MILP with b € {0, 1}9 binary.

@ When its domain is not empty and bounded, a MILP admits a unique
global minimum.



MIP, Upper bound & Lower bound

5 < HX_ aung

g s

— Upper bound
— Lower bound

cost

/

0 100 200 300 400 500 600
optimization time

@ Optimality:
» it may be "easy" to find the optimal solution. ..
» ...and very hard to prove it
@ Computational efficiency: how to manage your time budget?
> initialization
» acceleration through stronger relaxation

37



MIP acceleration using asymmetric bounds (x5)

11 1.1 0
2.3 2.8 0
920 = O == 0
0.9 0.9 0
-2.2 0 2 2
W - W

sl 10 T e e T T e Y A
G oo .
{’ u’
Pre computing binary variables: it 0 < ¢! then b; =1
ifulst then b; = 0

z 0 =
Z - b T— L
2 h (L by g
2 ' h =

9

M d d @d

9

Non symetric bound (RelLU)

Evaluating robustness of neural networks with mixed integer programming, Tjeng et al., ICLR 2019



Conclusion

* Deep networks can be (and will be) attacked

* Adversarial attack
O Exact solution is MILP (hard)
O Relaxation are efficient (AutoAttack)
O Semi universal attacks (dictionary)

e Safety guarantees

O Reliability measure + proofs
O Robust training



The Waymo Driver's collision avoidance
performance in simulated tests

' COLLISION \ THE WAYMO

| ' AVOIDANCE \ DRIVER
/ ' WITH URGENT
f ' EVASIVE \
| ' MANEUVERING }
| CONFLICT  44% ,

| AVOIDANCE \\ | NTEON*
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_____________________________________________________________________________________________

POTENTIALLY AVOIDABLE FATAL CRASHES
AMONG HUMAN DRIVERS IN CHANDLER, AZ
(2008 - 2017 ]

AVOIDED CRASH W
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HUMAN DRIVER THAT DOESN'T EXIST IN THE HUMAN POPULATION CRASH NOT MITIGATED
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Next-Generation Airborne Collision Avoidance System

N-based controller
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COC (Clear Of Conflict) SR (Strong Right) SL (Strong Left) WR (Weak Right) WL (Weak Left)

Claire Pagetti, ONERA / Chaire ANITI



Waymo autonomous taxi

- In Phoenix metropolitan area (fully autonomous service)
- San Francisco (Tester program)
- Los Angeles is next




ADAS ratings

US Consumer Reports' for Advanced
Driver Assistance Systems (2020)

Some players:
* OpenPilot (open source 50 k)
» Super Cruise (Cadillac 110 k)
» AutoPilot (Tesla, 2M)
* Mobil Eye (54 M)

1
- '
) o a
\ . .l - - -
%" N =N

Comma Two
Open Pilot

Cadillac
Super Cruise

Tesla
Autopilot

Ford/Lincoln
Co-Pilot 360

Audi
Driver Assistance Plus

Mercedes-Benz
Driver Assistance

Subaru
Eyesight

Hyundai Smart Sense,
Kia Drive Wise

BMW
Active Driving Assistance Pro

Porsche

Active Safe
Volvo

Pilot Assist
Toyota/Lexus
Safety Sense 2.0

Honda/Acura
Sensing

Nissan/Infiniti
ProPILOT Assist

Volkswagen
Driver Assistance

Land Rover
Driver Assist

Buick/Chevy
Driver Confidence

Mazda
FACTIVSENSE
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Tesla’s driving agent

Vector
Space

Vision
Intermediate
Features

Explicit
Planning &
Control

Trajectory
Distribution

Neural Net
Planner

Steering
& Accel




Tesla’s perception module

8 Cameras 3-Dimensional “Vector Space”

, : "1 - -
. e R It e s s T
7 . ’ B : '.‘; . :

Input: 8 cameras output: 640 x 460 3D map of the surroundings




An infinity of driving situations ...

ST ————

Taiwan, june 2020,

’ !.I
——-“Il!ll
e
A .-
i I — '
6

Andrej Karpathy - Al for Full-Self Driving at Tesla, Scaled ML, feb 2020,



Data engine at Tesla

. /Q
deploy train [P clean
i
label
identify an rom
|naCCuraCy | englne . . p "‘ . -

boost
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Data production at Tesla

@ Gathering process
» 221 triggering situations

e manual labelling (1000 person)

» 2d -> 3d
» reconstruction labelling

@ auto labelling

» use specificly trained networks
» human to clean

@ simulation

> rare event
» sensor robustness
» adversarial exemples

Before

Life of a Clip

And That Solves the Problem

Tesla’'s Al day youtube.com/watch?v=j0z4FweCy4M



Research as a challenge

O WAYMO
I Dataset

The field of machine learning is changing rapidly.
Waymo is in a unique position to contribute to the
research community with some of the largest and
most diverse autonomous driving datasets ever
released.

Check out the newly released motion dataset in our
Waymo Open Dataset and !

Access Waymo
Open Dataset




Volvo data collection vehicle

Yoheo Cars
D#a Colection Vehicle
whocars.com/dey
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